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On Some Puzzles about Concepts†
Feng Ye*
This is a sequel to a previous paper, which presents a theory for content naturalization and postulates structures for all concepts. This paper, which can be read independently, defends the theory against the well-known objections to postulating conceptual structures by Fodor and Lepore. I will show that the theory can account for having concepts, concept individuation, compositionality, and analyticity, and I will argue that accounting for these actually requires postulating conceptual structures, and that Fodor’s conceptual atomism cannot really circumvent the genuine complexities there.
1. Introduction

A theory for naturalizing content is presented in Ye (2007a). It postulates conceptual structures for all concepts. There are some well-known objections to this by Fodor (1998, 2004) and Fodor and Lepore (2002). They claim that postulating conceptual structures for ordinary lexical concepts will cause serious difficulties related to issues on having concepts, concept individuation, compositionality, and analyticity. These objections allegedly support conceptual atomism, which claims that those lexical concepts are structureless atomic language of thought symbols. This paper defends the theory in Ye (2007a) against these objections. I will show that the theory is able to account for having concepts, concept individuation, compositionality, and analyticity. Moreover, I will argue that these are genuine questions for any theory of concept, and that postulating conceptual structures is necessary for answering them, and that, on the contrary, conceptual atomism cannot really circumvent the genuine complexities there. 
A critical point in my arguments is related to the distinction between concepts as mental particulars and concepts as some alleged public entities common to everyone. This may sound trivial. Philosophical literatures are full of cautions about the distinctions between syntactical entities, mental particulars, and propositions, senses or concepts as public and abstract entities. However, authors generally assume that an alleged concept as a public entity has the same (or at least very similar) structure as a concept as a mental particular in an individual person’s mind. Nominalism is not the issue here. This assumption about sameness of structure, I will argue, is wrong and is the source of most confusion about concepts, including the misplaced doubts about analyticity since Quine.   
Section 2 will elaborate the point. Then, Sections 3 through 6 will discuss having concepts, concept individuation, compositionality, and analyticity. In the rest of this introduction, I will give a brief summary of the theory in Ye (2007a), enough to allow understanding the arguments in this paper.

The theory assumes that the basic constituents of concepts are inner maps, which are like perceptual mental images and can represent external objects. However, an inner map is not merely a picture representing anything ‘looking like it’, wherever they are. It can represent the spatiotemporal location of an object relative to the body hosting the inner map. In particular, an inner map can be a piece of autobiographical memory about one’s experience, representing a unique object that one encountered before, by determining its spatiotemporal location relative to one’s body and the present moment. An inner map is composed of map points and map attributes on points. A map point represents a perceptually very small region in the real world. A map attribute then represents a property of such a small region, e.g. its color, brightness, or spatial location relative to one’s body. Map attributes are the simplest, atomic inner representations. The theory characterizes the representation relation between inner maps and the represented objects in naturalistic terms and naturalizes content for inner maps.
Then, a basic concept is a composition of inner maps, and basic concepts are in turn components of composite concepts. Most lexical concepts (e.g. PET, FISH) are basic concepts. Remember that concepts here are all mental particulars realized as neural circuitries in individuals’ brains, not the alleged public, abstract entities. The theory integrates the summary feature list theory and the exemplar theory of concepts (Murphy, 2002; Laurence and Margolis, 1999) and assumes that a basic concept consists of a list of summary features and a collection of exemplars. A summary feature is (an internal neural link to) another concept, which can be a composite concept expressed by a linguistic expression. Typically, a summary feature represents a perceptual or functional feature of the things represented by the basic concept, but not limited to these. An exemplar consists of a list of summary features (again!) and an inner map. An exemplar typically represents an object instance that one encountered and applied the basic concept before, in learning or using the concept. Typically, the inner map in an exemplar encodes one’s perceptual memory about the instance, and summary features in the exemplar encode one’s conceptualized memories about other features of the instance. Therefore, a basic concept has this general structure 
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where fi is a summary feature at the concept level, and fj,k is a summary feature of the jth exemplar, and Mj is the inner map for the jth exemplar. Since summary features are again concepts, upon final analysis, a concept is a composition of inner maps. 

The theory assumes that a concept can have other meta-attributes encoding information about the concept itself, not the things represented. In particular, a concept has a meta-attribute indicating its type, namely, whether it is an essentialist concept, a functional concept, a perceptual appearance concept, or a singular concept. The type of a concept decides its naturalized semantic mapping rules.
The summary features and exemplars in a basic concept have weights assigned. The semantic mapping rules for a basic concept say that an entity is represented by the basic concept if it has the concept-level summary features and it bears some required relation with those instances represented by the concept’s exemplars, with some sufficient total weight. The required relation depends on the type of the concept. In particular, for essentialist concepts, it is ‘sharing the same internal structure’. Therefore, if one’s concept DOG consists of some exemplars representing some dog instances that one encountered before (in learning the concept), then an entity is represented by his or her concept DOG in case it shares the same internal structure with those instances. 
The theory assumes that a concept can have summary features called naming features, e.g. ‘called X in the English community’. If a naming feature has a predominantly high weight compared with other summary features and exemplars in one’s concept, then it means that one defers content determination to others. Such concepts are called deferring concepts. Moreover, the theory assumes that for a lexical concept like DOG, there is an internal link linking DOG with another concept representing the tokens of the lexical item ‘dog’, which will be denoted as [dog]. One’s concept [dog] is called an internal name for one’s concept DOG. 
Finally, concepts are constituents of thoughts (as mental particulars). A simple thought consists of two concepts. For instance, a thought expressed by ‘dogs are mammals’ (in someone’s brain) consists of the concepts DOG and MAMMAL. Each concept represents a category of things. Then, the thought is true if one category is contained in the other. Therefore, this is a naturalized correspondence theory of truth. 
2. The Individual and Social Concepts and Content
Note that the concepts expressed by a lexical item in people’ brains may vary from one person to another. What is in my brain associated with ‘carburetor’ must be very different from what is in a mechanic’s brain. I will call these individual concepts. The concepts studied in Ye (2007a) and mentioned in the last section are all individual concepts. People in a language community can consistently recognize tokens of the same lexical item. This allows them to communicate successfully about their individual concepts expressed by the same word and to adjust their individual concepts so that they will not differ from each other too much. That is, individual concepts can influence each other in human communication activities. From the scientific point of view, to study these social wide empirical phenomena, one will naturally model the situation by a collection of weighted individual concepts. Weights are for representing the fact that some people (e.g. experts) have stronger social wide influences. Moreover, one will need some dynamic structure, e.g. something similar to dynamic game theory, to simulate how those individual concepts influence each other. I will call such a collection of weighted individual concepts (with their dynamic game theoretical structure) ‘the social concept expressed by a lexical item’. A critical point here is that a social concept is a collection of individual concepts. It does not have the same structure as a single individual concept.

It is frequently alleged that the word ‘dog’ expresses a concept as a public entity common to everyone. However, remember that, from the scientific and naturalistic point of view, an individual concept associated with the word ‘dog’ in a particular brain is like a heart in a particular body. The difference is only that the functions of concepts are not as transparent as the functions of hearts and concepts can influence each other in human communications. Postulating a unique, public concept expressed by the word ‘dog’ is much like postulating a unique, public heart, which is obviously meaningless for cardiology. The faith in a unique, public concept as an abstract entity comes from one’s attempt to project one’s own individual concept onto the external, but not from the point of view of an objective, naturalistic observer. The attempt to project does exist as a brain activity, but assuming the existence of the projected abstract entity is irrelevant for a naturalistic description of brains, which should deal with those mutually interacting individual concepts in people’s brains. This does not rule out the possibility that in some cases it is more convenient to model a social concept by a single, hypothetical individual concept, in particular, when those individual concepts do not differ from each other very much. However, as long as empirical data show the contrary, we should respect empirical data, instead of forcing some metaphysical or semantic principle upon empirical data and claiming that there is a unique, public entity as a truthful representative of all those diverse individual concepts. What people call ‘the concept DOG’ is more like ‘a typical healthy heart’, but sometimes there may not be such a single typical representative, because those real individual things are too diverse.
I will not study social concepts in this paper and ‘concepts’ here will always mean individual concepts unless indicated otherwise. However, we will see that many puzzles about concepts will become clear after we carefully distinguish between the individual and the social level and realize that the social level phenomena should be more accurately modeled by a collection of mutually interacting individual concepts, not by a single, public entity as a representative of all those diverse individual concepts. 
An individual concept determines a category of things represented by it. This will be called an ‘individual content’. Since individual concepts expressed by the same lexical item can vary from one person to another, the individual contents determined by these individual concepts can vary as well. In contrast, there may be a social content of a lexical item common to everyone. Unlike the case of individual concepts vs. social concepts, social contents are perhaps less controversial. When we communicate with others using words, we would want the same word to refer to the same thing for everyone, even though we are aware that what are associated with the word in our brains are different. Therefore, we usually presume a social content common to everyone and intend to refer to that social content. Moreover, a social content is supposed to be an objective category of external things, which indeed has the same structure as an individual content, unlike a social concept, which has a different structure. This may make one wonder if there are such things as individual contents, or if the social content of a lexical item, independent of individual concepts expressed by that lexical item in various brains, is what we always mean when using the lexical item. 
However, a social content, or the relation between a lexical item as a public entity and a category of things, cannot spring out of nowhere. Words are connected to things by human brains, and only individual brains can directly connect word tokens to concepts as mental particulars and connect mental particulars to concrete external things. From the naturalistic point of view, the relation between a lexical item and its social content has to be modeled as something determined by and derived from the individual contents, that is, from the relations between what are in individual brains in a language community and what are external. In other words, the former should supervene on the latter. The techniques for determining a social content from individual contents will perhaps again be statistics, corporative game theory and so on. I will not speculate about it further here. The point here is that individual contents should be prior to the social content. 
The difference between individual contents and social contents is also clear when we consider the cases where experts have genuine disagreements about if a term should apply to something. For instance, suppose that experts disagree upon if a symptom should be included in some XYZ Syndrome. The disagreement means that experts have slightly different understandings of the term ‘XYZ Syndrome’, that is, their individual concepts expressed by the term are slightly different. As a result, they may have different individual contents, that is, they may apply their individual concepts to different things. They may hold a conference and reach an agreement on an exact definition of ‘XYZ Syndrome’, but we do not have such agreements in most cases, and even if such an agreement is reached once, later usages of the term will still likely to diverge again. Now, the experts still agree upon a great majority of the cases of XYZ Syndrome. Therefore, intuitively it seems that there is a social content of ‘XYZ Syndrome’ and it is slightly different from each expert’s individual content. Similarly, consider a borderline case between dogs and their evolutional predecessor or kin. Experts may disagree upon if that is a dog, namely, if it should be included in the contents of their individual concepts DOG. This does not rule out the fact that normal dogs do belong to the social content of ‘dog’, but it shows that even for our familiar concepts, individual concepts can still vary so as to make individual contents slightly different.
Recall that if one’s individual concept is a deferring concept, one lets others to determine its content, that is, one lets the social content be one’s individual content. Perhaps, there is no clear borderline between deferring and non-deferring individual concepts, although at least some people’s concepts must be non-deferring, for otherwise no one’s individual content can be finally fixed. Everyone in our language community contributes a little bit to determining the social content of a lexical item, with experts contribute more, but at the same time, everyone would try to conform to some presumed social content, so that they can mean the same thing as others in their communications. This interplay between the individual contents and a presumed social content generates some genuine difficulties in modeling a social content. 
I will not try to explore how a social content should be characterized. The point here is once again that carefully distinguishing between individual contents and social contents will help to clarify many puzzles about concepts. In particular, the technical difficulties in modeling social contents should not deter us from postulating conceptual structures and characterizing the individual contents of non-deferring individual concepts based on conceptual structures. The difficulties in modeling the social level phenomena seem to belong to a different kind as the challenges for naturalizing intentionality for a single person. Just imagine that you are the only one surviving a holocaust and you will live alone on the earth for a thousand years. There will be no social level phenomena regarding contents anymore, but you will continue to have concepts and intentionality.
3. Having Concepts
Fodor (2004) argues that some considerations on accounting for having concepts favor conceptual atomism. With the conceptual structures postulated in the theory in Ye (2007a), having an individual concept is a matter of degree, from the minimum to the expert level. My concept CARBURETOR contains only the naming feature ‘called “carburetor” in English speaking community’ and some other summary features such as ‘a part in a car’ and so on. It is a deferring concept and I do not have the capability to classify things under the concept, although I can classify something as not a carburetor if it is obviously not a mechanic device. This is not the minimum level of having a concept. One can have only the naming feature but can still meaningfully talk about carburetors, since he defers to others for determining content. On the other side, an expert’s individual concept CARBURETOR can have many exemplars and summary features, including a detailed functional feature. An expert certainly has the capability to classify carburetors.
Now, we can ask if one has a competent grasp of ‘the concept CARBURETOR’. The phrase ‘the concept CARBURETOR’ hints a unique, public concept with the same structure as an individual concept, as a sort of representative of all those individual concepts. I have argued that this is misleading. The real question is, does one’s individual concept CARBURETOR sufficiently comply with some alleged social standard, when compared with others’ individual concepts CARBURETOR, so that one can be said to have a competent grasp of ‘the concept CARBURETOR’? For instance, perhaps having a competent grasp of ‘the concept DOG’ implies having the capability to classify dogs, since most people have that capability, but it is unclear if it should imply so for CARBURETOR, since extremely few people have that capability. Perhaps, knowing that ‘carburetor’ means some parts in cars is enough. 
Since we do have an intuitive understanding of ‘having a competent grasp of a concept, not merely parroting a word’, there is a genuine question of accounting for that intuition. I will not speculate on how to do it here. However, details aside, it seems that ‘having a competent grasp of the concept CARBURETOR’ is essentially a relation between one’s individual concept CARBURETOR and the social concept CARBURETOR defined in the last section, because the latter encodes all others’ individual concepts (including their weights), and the alleged social standard has to supervene on these. The difficulties in modeling this notion is similar to the difficulties in characterizing what is ‘normal’ or ‘stereotypical’ among a group of slightly different things belonging to the same category, which is usually dealt with by techniques such as statistics. 
On the other side, Fodor’s (2004) suggestion that having a concept is just to be able to think about it is actually having individual concepts. It does not really answer what is ‘having a competent grasp of a concept’. ‘Competent vs. incompetent’ implies being a matter of degree and requires comparisons with others. If concepts were atomic, there would be nothing to account for the different levels of competency in one’s having a concept by comparisons with others. It would have to be that either one simply has a concept or one simply does not have it. Therefore, accounting for ‘having a competent grasp of a concept’ requires postulating conceptual structures so that having an individual concept can be a matter of degree. 
4. Concept Individuation
The questions are: how do we decide if two people are having ‘the same concept’ with some variations or they are having two different concepts, and how do we decide if the same person is applying ‘the same concept’ twice in two classification acts, instead of applying two different concepts? This is allegedly another reason against postulating conceptual structures. Here, I must make it clear that the task is to account for our pre-theoretical intuitions and practices in recognizing some equivalence relations among concrete individual concepts existing at different places or moments, in the sense of being variations of ‘the same concept’. It is not about the metaphysical identity of that ‘same concept’ as an abstract entity. This means that there may not be a unique set of rules for determining concept individuation and it may depend on the specific purpose for individuating concepts. Moreover, sometimes our intuitions are unclear or may even be contradictory. Individual concepts are supposedly very complex. As such, they are expected to have fuzzy boundaries and unclear identities. What I want to do in this section is to explore how a theoretical account for our intuitions in concept individuation can be approached in the theory in Ye (2007a). I will also argue that postulating conceptual structures is actually necessary for that purpose.
Since concepts have internal structures, a natural idea is to replace exact identity by similarity and to consider two individual concepts ‘the same concept’ if they are similar enough. Apparently, the degree of similarity between two concepts must be based on comparing their component summary features and exemplars with weights considered. For instance, my concepts TRIANGULAR and TRILATERAL are different concepts because they have different summary features (i.e. ‘three angles’ vs. ‘three sides’) with significant weights. Two experts’ individual concepts of XYZ Syndrome (see Section 2) are ‘the same concept’ because they differ only on their weights on a single summary feature (i.e. a symptom) among many others. A summary feature is again a concept. Therefore, the comparison has to be recursive. In the end, it reduces to comparing inner maps. Similarity between two inner maps should in turn be determined from similarity (or identity, see below) between map attributes.
There are details on how the degrees of similarity between entities at a higher level should be determined from the degrees of similarity between their components. Various mathematical models have been explored, which I cannot survey here. However, a well-known objection by Fodor to using conceptual similarity to replace identity is that similarity cannot go all the way down. In the end, it has to rely on identity (Fodor 1998, p.32-34). In our case here, similarity between concepts is finally reduced to similarity between map attributes. Indeed, for map attributes, we can consider identity. A natural thought is to individuate map attributes by their contents. This actually follows conceptual atomists’ suggestion that atomic concepts should be individuated by content, but for us only map attributes are truly atomic inner representations (and they are not concepts). 
More specifically, in the theory (Ye 2007a), a map attribute represents either a sensory property of some perceptually minimum small space-time region, or its location relative to one’s body, or a spatiotemporal relation between two small regions. These representation relations are supposedly realized by psychophysical and neural-physiological regularities among biologically normal humans in interacting with their environments. Then, the idea is that a neural circuitry in a brain implements ‘the same map attribute’ as another neural circuitry in another brain just in case they respond to the same external physical property (through sense organs). 
This is an attempt to characterize the finest equivalence relation among concrete tokens of individual concepts for individuating concepts, so that other accounts for our intuitions regarding concept individuation for various purposes can supervene on this as coarser-grained equivalence relations. This finest characterization may not always be compatible with our intuitions on various occasions. For instance, for lexical concepts, a natural thought is to individuate them by their lexical names. Consider all individual concepts CARBURETOR, from the minimum to the expert level. They vary greatly and are not ‘similar enough’ as individual concepts, but we may still want to consider them as variations of ‘the same concept’ in some discourse contexts, for instance, in asking if one has a competent grasp of ‘the concept CARBURETOR’. Individuating concepts by lexical names will be suitable for that. 
However, note that this presupposes the individuations of concepts representing tokens of ‘carburetor’. An individual concept representing the tokens of the letter ‘a’ may consist of one’s perceptual memories of the tokens in various fonts as conceptual exemplars. These individual concepts have to be individuated by similarity between their collections of exemplars. The same should apply to the concepts representing tokens of a word. Recall that internally an individual concept CARBURETOR is linked to another individual concept [carburetor] representing the tokens of the word ‘carburetor’. One’s individual concept [carburetor] is the internal name for one’s individual concept CARBURETOR. Then, using the name ‘carburetor’ to individuate CARBURETOR actually means reducing the individuation of the latter to an individuation of ‘the concept [carburetor]’, which has to rely on similarity between exemplars.
I will not try to analyze various kinds of intuitions for individuating concepts for various types of purposes here. However, I will argue that postulating conceptual structures is necessary and retreating to conceptual atomism does not help. 
Conceptual atomism suggests that many lexical concepts should be individuated by their contents. However, the individual contents of individual concepts expressed by the same lexical item can vary from person to person. Our intuition is that at least some of these individual concepts are variations of ‘the same concept’, because they appear to be only minor variations. Therefore, individual contents cannot characterize this ‘same concept’. Referring to the social content of a lexical item does not help. If my individual content is different from the social content, how do we decide if I have ‘the same concept’ as others with some minor variations or if I have a different concept? 
A conceivable response is that if two classes of external entities represented by two individual concepts are ‘close enough’, then those two concepts should be ‘the same concept’. However, two classes can be close in some aspects but not in others, and which aspects are relevant are exactly determined by what are in the conceptual structures. For instance, one expert’s individual content of her concept XYZ-SYNDROME (see Section 2) may include more patients from Africa but less from Asia, and another’s may be the reverse of it. This does not imply a big difference for their individual concepts because the geographical location of a patient is not featured in their individual concepts. We consider their individual concepts as variations of ‘the same concept’ because they differ only on their weights on one summary feature. If this minor difference turns out to cause some people in far apart areas to be included in or excluded from the contents, we do not think that this contingent fact makes their individual concepts significantly different. 
One may contend that XYZ-SYNDROME does not represent a natural class and this problem will not occur for natural classes. However, suppose that the natural class of dogs is determined by their genetic structures. This class does not have a clear-cut boundary because there could be genetic mutants or kindred. Now, suppose that the classes A and B each include ‘normal’ dogs plus some genetic mutants. Suppose that those ‘abnormal’ dogs included in A consist of a smaller quantity of genetic deviations but those genetic deviations cause some significant changes on appearances and behavior patterns, and suppose that those included in B consist of a bigger quantity of genetic deviations but those deviations cause only insignificant changes on appearances and behavior patterns. Our intuition seems to be that B is closer to the class of ‘normal’ dogs. It means that the degree of significance of a genetic difference is not determined by the pure quantity of genes changed. Instead, it is determined by whether or not the difference causes changes in features that are relevant, that is, that are included in the summary feature list of the concept DOG. If the concept DOG were atomic, we would not be able to explain why we consider B closer to normal dogs. 
Recall that Fodor also agrees that there is some mental mechanism responsible for hooking a language of thought symbol (as an atomic concept) to its content. Fodor only believes that such mechanism is not a part of the concept. Now, if each symbol token is associated with a complex mechanism instance for hooking it to some external things, the natural thought is to compare the details of those mechanism instances to individuate them and then individuate the associated symbol tokens into a symbol type. This is surely a very complex piece of work. Conceptual atomism tries to offer a trick to bypass such complexity. It suggests that we consider only the two ends of the links from symbol tokens to external classes of things and ignore the mechanism instances connecting them. 
However, this relies on the assumption that all those mechanism instances associated with symbol tokens belonging to ‘the same symbol type’ hook those symbol tokens to exactly the same class of things. Only then can we identify those symbol tokens by that single class. We see that this is an illusion, because we always have to consider the degrees of closeness between two classes of things determined by two mechanism instances. A mechanism instance in your brain and another in my brain may hook to two slightly different classes of external things. We must compare details in the mechanism instances to explain why those two classes are considered close to each other so that those two symbol tokens in your brain and in my brain are tokens of the same symbol. Comparing mechanism instances must be prior to comparing those classes. On the other side, the alleged ‘same class’ represented by all those symbol tokens is actually the social content mentioned in Section 2, and it has to be determined from those various links from symbol tokens, associated mechanism instances, to slightly different classes of external things. These links are the real connections between symbol tokens and external things.
Finally, these troubles do not occur for individuating the attributes of inner maps by contents only because map attributes are truly atomic at the cognitive level. In fact, in order to account for why and how two wavelengths are close enough to individuate the same map attribute representing the same color for humans, we also have to consider the inner structures of human neural circuitries responding to wavelengths. However, that will dive into psychophysics and neural science. We do not want to go into that level in studying concepts and we are satisfied with some simplifications. Whether or not something should be treated as atomic depends on what level of phenomena one wants to explain. Economists treat a single person as atomic and chemists treat electrons, neutrons, and protons as atomic. Nothing is absolutely atomic. However, if one treats common concepts as atomic, then one will not be able to account for many fine issues regarding concepts, and one’s theory of concept will become trivial and uninformative. 
5. Concept Composition and Compositionality
I will first discuss several concept composition patterns, using examples from Fodor and Lepore (2002). These show that the theory (Ye 2007a) can account for concept compositions, at least in several common cases. Then, I will analyze Fodor and Lepore’s two major compositionality objections (Fodor 1998, 2004; Fodor and Lepore 2002). I will argue that they are not problems for the theory (Ye 2007a) and they again actually support postulating conceptual structures. 
Recall that basic concepts are those in summary feature list plus exemplar collection format. Some apparent linguistic compositions of basic concepts are actually reducible to basic concepts. For instance, the concept PET-FISH has the summary features of PET and FISH as its summary features, with some redistribution of weights. Its exemplars are obtained by removing the exemplars of FISH that do not match the summary features of PET, with weights readjusted. Similarly, the concept LARGE-ANT is obtained from ANT by removing exemplars that are not relatively large among all exemplars. These belong to the adjective-noun or noun-noun composition patterns that are not logical AND compositions. Another such composition pattern is STONE-LION. Its summary features may include those from STONE plus those features about appearance from LION, and its exemplars can be obtained by imagination based on merging the exemplar inner maps representing lions in LION and the exemplar inner maps representing stones in STONE. There are other similar composition patterns, which I will not explore further here. 

Basic concepts can also be combined by common logical constants to form logically composite concepts, for instance, NOT-DOG, FISH-OR-DOG RED-AND-CIRCULAR. The structure of a logically composite concept is simply a logical composition of the component basic concepts. For instance, FISH-OR-DOG might be realized internally as a neural structure consisting of the neural structures realizing the logical concept OR and the concepts FISH and DOG, plus neural links among them. Note that STONE-LION is not a logical composition. However, the phrase ‘pet fish’ can be ambiguous. It can express either the basic concept PET-FISH described above or the logically composite concept PET-AND-FISH. 

Fodor and Lepore raise the issue of compositionality for theories of concepts. The question is, what do the component concepts contribute to a composite concept, or how can component concepts form composite concepts systematically? Discussions above imply that for composing basic concepts to form a new basic concept, the components contribute all their summary features and exemplars, which form summary the features and exemplars of the new concept systematically following some pattern. As for the logical compositions, the components just contribute themselves as structured entities. This is also systematic, because logical compositions can proceed recursively. This positively answers the question. 

Here, some explanation about idioms is helpful. An idiom is a composite linguistic expression that expresses a basic concept with some new summary features and/or exemplars that cannot be constructed from the summary features and exemplars of its components systematically. Moreover, some of those new summary features or exemplars must have significant weights so that they affect content determination. For instance, ‘stone lion’ is not an idiom. There is an apparent systematic composition pattern there. We can have ‘copper lion’, ‘stone ox’ and so on. The summary features and exemplars of STONE-LION or COPPER-OX can be constructed from those of their components in a systematic manner, including by some systematic imagination pattern to create a mental image of a copper ox from those of ox and copper. Stone lions may be widely used as decorations in a culture. Then, one’s concept expressed by ‘stone lion’ may have the summary feature ‘being widely used as decorations’, which is new and not obtainable from the components STONE and LION. However, it may not have a significant weight for determining content, for a stone lion not used as a decoration is still a stone lion. On the other side, ‘red herring’ is an idiom, because it expresses a concept whose summary features are completely dissimilar with the summary features from RED or those from HERRING. There is no systematic pattern for constructing the summary features of RED-HERRING from those of RED and HERRING. 
Now, Fodor and Lepore (2002) have a well-known PET-FISH objection to the so-called prototype theory, which allegedly claims that a concept consists of its most typical exemplars, or stereotypes. Since a goldfish is neither a typical pet nor a typical fish but is a typical pet fish, Fodor and Lepore claim that concepts would not compose if they were stereotypes. In the theory in (Ye 2007a), the exemplar collection of a concept includes all exemplars kept in memory, not limited to the typical exemplars. This objection therefore does not apply directly. However, there is a genuine question about how typicality degrees compose. Psychologists discover that human subjects commonly report that, for instance, some pets are more typical pets than other pets are. This is called ‘typicality effects’ (Murphy 2002). Then, we may ask, (A) can we explain this phenomenon by a subject’s concept PET, for instance, by calculating a typicality degree for each pet instance from the structure of PET, and (B) can we determine the typicality degrees for PET-FISH from the structure of PET and that of FISH? Answering question (A) is the main motivation for the summary feature list theory or the exemplar theory of concepts (Murphy 2002). Here, I will show that a positive answer to (B) is possible for the theory in Ye (2007a), which will also explain why the goldfish example is not a problem.
What the goldfish example shows is actually that representing the typicality effects for a concept by a collection of the most typical exemplars is too simplistic. It misses some information in concepts relevant to typicality, especially, the typicality degrees of less typical exemplars. Here is a simple but more accurate model: We assume that the exemplars of one’s concepts FISH or PET are divided into subtypes. For instance, both goldfish and trout are subtypes of fish exemplars, and both goldfish and dog are subtypes of pet exemplars. Let NFISH be the number of all FISH exemplars that one remembers, and let NGOLDFISH be the number of all goldfish exemplars among them. Then, let us assume that the typicality degree of a goldfish g as an instance of FISH is given by
TFISH(g) = NGOLDFISH/NFISH.
This typicality degree function for a concept is apparently a more accurate representation of the typicality effects for the concept. Then, similarly, the typicality-degree of g as an instance of PET-FISH is given by
TPET-FISH(g) 
= NGOLDFISH/(NGOLDFISH + NTROPICAL-FISH +…),

where the sum in the denominator ranges over all subtypes of FISH that are also subtypes of PET, which can be determined from the structure of PET and that of FISH. Therefore, TPET-FISH can be determined from the structure of PET and that of FISH. 
Now, the most typical instances of FISH are the instances x such that TFISH(x) takes the maximum value for the function TFISH. The same applies to TPET and TPET-FISH. Therefore, what the goldfish example shows is only that the maximum value point of TPET-FISH is not that of TPET, nor that of TFISH. This is completely normal for system compositions. Systematicity of composition only requires that the typicality degree function TPET-FISH of the composite concept can be determined systematically from the structure of PET and that of FISH. It does not require that the maximum value point of TPET-FISH must be the same as that of TPET and that of TFISH.
I do not claim that this is a complete answer to the question (B) above. This simple model deals with exemplars only, not summary features. A better model still has to be explored. However, this does show that the goldfish example is not an objection to postulating conceptual structures. It only shows that we need a more accurate (and therefore more sophisticated) representation of typicality degrees. That is, a concept is not just the most typical exemplars, because there are less typical exemplars that will become more typical after you operate on the concept (e.g. deleting fish exemplars that are not pets). Moreover, accounting for typicality effects is a genuine task for any theory of concept and it seems that conceptual atomism simply does not have the resource for it. If FISH were atomic and it just hooked to the class of all fish, then we would not be able to explain why some fish are considered more typical than others are, by referring to the internal structure of FISH.
Fodor (2004) has a similar objection to the idea that having a concept means having some epistemic capability. It is alleged that the epistemic capability in connection with having a concept must refer to some favorable epistemic condition for sorting things according to the concept. However, a favorable epistemic condition (e.g. under daylight) for recognizing that something is B (e.g. bird) may be unfavorable for recognizing that it is A-AND-B (i.e. Night-Flying Bluebird). Therefore, such capabilities do not compose. Now, the theory in Ye (2007a) certainly does not claim that having a concept is just having some epistemic capability. However, ‘having an epistemic capability because of having a concept’ is a genuine notion and having the epistemic capability because of having a composite concept ought to be determinable from the structures of the component concepts and the epistemic capabilities associated with them. Otherwise, it should be a concept expressed by an idiom, not a genuine composition, because it has something new and unpredictable from the components, and the composition will not be systematic.
The problem seems to be again that the epistemic capability in connection with having a concept should not be simply represented as a capability in sorting things according to the concept under a favorable epistemic condition. A relatively more accurate model will represent the epistemic capability as a function F mapping each epistemic condition x to the probability F(x) of passing a sorting test for the concept under that epistemic condition. In such a model, having a sufficiently competent epistemic capability in connection with having a concept can be characterized by the following condition: F(x) ( 1 for at least some epistemic conditions x, which are then the favorable conditions. This is then Fodor’s having an epistemic capability in associated with having a concept. Note that one can have a concept without having a sufficiently competent epistemic capability in connection with having the concept, because it can be a deferring concept, like my concept CARBURETOR.
Then, if passing a sorting test for A and that for B are probabilistically independent, conditionalized on each epistemic condition, the probability for A-AND-B will be the product of the probability for A and that for B, under the same epistemic condition. In that case, if F(x) and G(x) are functions representing the epistemic capabilities in connection with having the concepts A and B respectively, then the function representing the epistemic capability in connection with having the concept A-AND-B is simply F(x)G(x). That is, epistemic capabilities are compositional. However, it can happen that F(x) ( 1 for some epistemic condition x, and G(y) ( 1 for some epistemic condition y, but there is no epistemic condition z such that F(z)G(z) ( 1. Therefore, compositionality does not require that the favorable epistemic condition for A and that for B are the same. This explains the Night-Flying Bluebird example. 
In general, passing a sorting test for A and that for B may not be probabilistically independent, even after conditionalized on a given epistemic condition. Therefore, simply multiplying the two component distribution functions may not be a valid model for composing them. Here is a more complex (but still not realistic) model. We make three assumptions. (i) There is a collection {f1, …, fn} of base summary features, and each concept consists of a subset of those base summary features. (ii) Each subject has an underlying epistemic capability, represented as a function F mapping each epistemic condition x and each base summary feature fi to the probability F(x, fi) of passing the tests on recognizing fi under the epistemic condition x. (iii) Conditionalized on any given epistemic condition, these probabilities for different base summary features are independent, that is, the probability for passing the tests on recognizing fi-AND-fj is equal to F(x, fi)F(x, fj). Then, if a concept A consists of the subset {g1, …, gm} of base summary features, the probability of passing a sorting test for A under an epistemic condition x will be the product F(x, g1)(…(F(x, gm). That is, the epistemic capability associated with A can be determined from the structure of A. Similarly, the probability of passing a sorting test for the composite concept A-AND-B can be determined from the structures of A and B, by collecting base summary features included in either of them.
This perhaps corroborates the claim that having a concept is not just having some epistemic capability, because when sorting A and sorting B are not independent, the join probability for A-AND-B cannot be determined from the marginal probability for A and that for B alone, without considering the internal structures of A and B. Such non-independent cases may be common. For instance, in case A and B share many common summary features, intuitively, passing a sorting test for A and that for B are not probabilistically independent. 
This then becomes a serious problem for conceptual atomism. For instance, if A and B were atomic and sorting A and sorting B were not independent, then there would be no way to get the join probability for A-AND-B from the internal structures of A and B, and we would have to treat this join probability as primitive. This would actually imply that even the logical composition A-AND-B is not systematic, because something about the composition A-AND-B, that is, the epistemic capability associated with it, is not obtainable systematically from the complete information about A and B alone. 
Note that the model above assumes that a concept consists only of a summary feature list (without weights). It is not a realistic model since the theory in Ye (2007a) assumes a much more complex structure. I will not explore here what a more realistic model for representing the epistemic capability because of having a concept should be, but it seems that postulating conceptual structures is necessary for that. 

Finally, for conceptual atomists, the real issue of compositionality is how the mechanisms that hook the language of thought symbols to content compose. That is, the mechanism that hooks a composite concept to its content must also be a composition of the mechanisms for the component atomic concepts, and this composition must also be systematic. It seems reasonable to assume that summary features and exemplars belong to such content-hooking mechanisms, since we seem to rely on these in classifying things by a concept. For the concept STONE-LION, it seems obvious that composing the component mechanisms will require unpacking the mechanism for LION and taking the part related to the appearance features out of it. This is a composition pattern more complex than the A-AND-B pattern, but it is still systematic. If the component concepts STONE and LION were atomic and if the inner structures of their content hooking mechanisms were ignored, the content of STONE-LION could only be fixed (wrongly) as ‘anything that is stone and is a lion’. This seems to show that postulating complex structures and exploring how complex structures compose systematically are actually unavoidable.
6. Analyticity
Analyticity is another alleged difficulty for postulating conceptual structures. Having a structure appears to imply that there are analytic truths solely due to the definitive structure of a concept, but doubts about analyticity are strong since Quine (e.g. Fodor 2004, 1998). It seems that the critical point is to distinguish between individual concepts and social concepts. With that, there will be a distinction between analyticity at the individual level and that at the social level. I will argue that there is a clear (though still limited) notion of analyticity at the individual level, not suffering from the Quinean objections. 
First, consider an individual thought <BACHELORs are MALE> in one’s brain, composed of two individual concepts BACHELOR and MALE. The theory (Ye 2007a) assumes that the summary features of a concept have weights assigned and when a summary feature has the maximum weight it becomes a necessary feature. That is, the semantic mapping rules guarantee that anything represented by the individual concept must have that necessary feature. For instance, if MALE is a necessary summary feature of BACHELOR, the content of BACHELOR, whatever it is, must be contained in the content of MALE. In that case, the individual thought <BACHELORs are MALE> is analytic, namely, true solely due to the structures of the individual concepts involved. Similarly, suppose that in someone’s brain, two individual concepts [attorney] and [lawyer] representing the tokens of the words ‘attorney’ and ‘lawyer’ are internal names of the same individual concept X representing that group of people (i.e. attorneys). Then, the sentence ‘attorneys are lawyers’ will express the individual though <Xs are X> for that person. It is then analytic, and ‘attorney’ and ‘lawyer’ are synonyms for that person. 
This account does not require a concept to have a necessary and sufficient condition. For instance, suppose that one first learned the word ‘bachelor’ by the definition ‘male and unmarried’. Then, one’s individual concept BACHELOR had the two features ‘male’ and ‘unmarried’ only, both with the maximum weight. It means that ‘male and unmarried’ was a necessary and sufficient condition for one’s individual concept BACHELOR at that moment. However, after that, new exemplars and summary features may accrue to one’s individual concept BACHELOR. These may include features such as ‘unmarried while ought (or allowed) to be’ (after admitting that the Pope is not a bachelor), or ‘not living with partners’ (after admitting that men living with domestic partners are not bachelors). These new features may gain significant weights and then satisfying the original two features will not be sufficient for a person to be in the content of BACHELOR. Moreover, the weight on ‘unmarried’ may become lower than the maximum weight (after admitting that males in legal marriage but separated and living alone for many years are bachelors). Then, ‘unmarried’ may not be a necessary feature anymore. On the other side, ‘male’ may still be a necessary feature. Then, there is no necessary and sufficient condition for one’s individual concept BACHELOR, but the individual thought <BACHELORs are MALE> is still analytic. 
Moreover, since weights on conceptual features are continuous values, analyticity in this sense is also a matter of degree. There may not be a sharp analytic-synthetic distinction. However, it seems that our brains have the tendency to sharpen our concepts in order to simplify them. For instance, it seems that we choose either to retain ‘unmarried’ as a necessary feature of BACHELOR, or to reduce its weight significantly so that it becomes obviously non-necessary. This accounts for our intuition that there is a sharp analytic-synthetic distinction in most cases. 
Basic analytic thoughts in this sense are a priori and knowable by conceptual analysis alone. It means that given one’s conceptual scheme, one can know an analytic thought by recognizing the necessary features of the individual concepts involved. In the theory (Ye 2007a), the semantic representation relation between an individual concept and the represented category of external things is realized partially through the concept’s functions in controlling the body’s motor actions. We can have a priori knowledge that appears to be about external things, because the structures of two concepts can control our bodies in such a way that the content of the one is included in the content of the other whatever they are. This is not stipulating a sentence as true by fiat, as conventionalism holds. It is more like having a computer program in one’s brain for verifying something, and that program calls another program as a subroutine. This internal structure of the programs guarantee that anything that passes the first program has to pass the subroutine. Note that this is not verificationism either. For one’s individual concept FISH, one’s brain and body only determine what instances are represented by the concept’s exemplars. Other fish are also represented by one’s individual concept FISH, because they objectively share the same internal structure as those instances represented by one’s exemplars. This fact can be quite beyond one’s epistemic capability. However, if one’s conceptual exemplars for PET-FISH (in one’s brain) are strictly a subset of one’s exemplars for FISH, then this structure in one’s brain does guarantee that <PET-FISH are FISH> is a true individual thought, no matter what instances are represented by those exemplars and no matter what other things share the same internal structure as those instances. Therefore, it is analytic and a priori. (See Ye (2007c) for more on apriority from the naturalistic point of view.)
On the other side, we must be aware that any beliefs reached by experiences, conceptual analyses, or otherwise can comeback to influence one’s conceptual scheme by modifying the structures of some concepts. That is, the formation of a conceptual scheme is a result of previous experiences and internal inferential experiences. For instance, experiences may affect one’s concept BACHELOR as described above. Analyticity and apriority in this sense are relative to a given conceptual scheme in a brain. 
I do not intend to give a full theory of analyticity here. Besides basic analytic thoughts, there are analytic thoughts involving logically composite concepts and so on. To give a full theory, we must explore the structures and functions of logical concepts, which will not be pursued here. However, this notion of analyticity for simple thoughts will be sufficient to clear the doubts about postulating conceptual structures due to doubts about analyticity. 
So far, I have been talking about analyticity of individual thoughts. Doubts about analyticity arise when these are confused with what are at the social level. First, let us see if there can be an interesting notion of analyticity at the social level. Recall that a social concept is better modeled by a collection of weighted individual concepts. I will use notations like {BACHELOR} to denote social concepts. Note that two social concepts {BACHELOR} and {UNMARRIED} do not make up a single thought, because each is a collection of many individual concepts. The public meaning expressed by ‘bachelors are unmarried’ should perhaps be modeled by a collection of weighted individual thoughts <BACHELORs are UNMARRIED>, with individual the concepts BACHELOR and UNMARRIED from the two collections {BACHELOR} and {UNMARRIED}, and with weights derived from them. The individual thoughts in such a collection may have different truth-values. I will call such a collection of individual thoughts a social thought and denote it by <{BACHELOR}s are {UNMARRIED}>. Then, a natural idea for defining analyticity for social thoughts is, <{BACHELOR}s are {UNMARRIED}> is analytic if every individual thought in the collection is analytic. One can also try to replace ‘every’ by ‘some with sufficient total weight’. Analyticity in this sense is perhaps a more accurate representation of what people ordinarily mean when they claim that the sentence ‘bachelors are unmarried’ is analytic according to the public meanings of the words. However, this analyticity claim can never be a priori or knowable by conceptual analyses alone, because it is about what are in all other people’s brains. There is no way to know what are in others’ brains by conceptual analysis or other a priori means alone. 
Now, consider Quine’s question “But how do we find that ‘bachelor’ is defined as unmarried man? Who defined it thus and when?” in ‘Two Dogmas’ (Quine 1980, p.24). For us, there are actually two questions. First, for my individual concept expressed by ‘bachelor’ in my brain, I can simply ask myself if it still contains UNMARRIED as a necessary feature. If yes, then ‘bachelors are unmarried’ is analytic for me, and if no, it is not. Second, I can ask if in all other people’s brains (or in some with sufficient total weight), their individual concepts BACHELOR have UNMARRIED as a necessary feature. There is a fact of matter about this, but it is certainly not knowable a priori. Quine’s question becomes unanswerable when these two questions are not clearly distinguished, and when it becomes a question about the alleged unique, public meaning of ‘bachelor’ with the same structure as an individual concept and as a representative for all those diverse individual concepts in all people’s brains, which simply contradicts the social-wide empirical data. 
Similarly, when Quine claims “conventionality is a passing trait, significant at the moving front of science but useless in classifying sentences behind the lines. It is a trait of events and not of sentences” in ‘Carnap and logical truth’ (Quine 1976, p. 119), he is talking about the social-wide knowledge propagation and the evolution of individual concepts in people’s brains due to communications. Suppose that someone introduces a term by a definition and tells others the definition. Then, it can certainly happen that after a while, in the brains of half of the population, the term is still considered equivalent to the definition, but in the brains of the other half of the population, it is not anymore. These are genuine technical difficulties for modeling social concepts and social thoughts, and for exploring a useful notion of analyticity for social thoughts. However, they are not reasons to doubt that, on each individual’s brain, there is a fact of matter about if some definitional convention still holds, and that the fact is accessible a priori for that individual. 
Quine’s these standard arguments contain nothing against an analytic-synthetic distinction at the individual level. They were taken to be so, because some philosophers confuse individual concepts in individuals’ brains with social concepts, or wrongly assume that what are in individual brains have the same structure as (and are therefore identical to) what are at the social level. 
Similar confusions are among other discussions on analyticity. For instance, the phrase ‘grasping meaning’ (Boghossian 1996, 2003) is misleading. No brain can grasp what are in other brains. A brain can have some individual concept that happens to be sufficiently similar with individual concepts in other brains expressed by the same word, or it can have some explicit individual belief about what are in other brains. The latter belief can only be an empirical belief. Similarly, consider the claim ‘meaning facts are first-person accessible in some privileged way’ (Boghossian 2003, p.7). If it means accessing individual concepts in one’s own brain, it is trivial, but if it means knowing what are in others’ brains, or knowing if what is in one’s own brain is sufficiently similar with what are in others’ brains, it is obviously false. Moreover, Boghossian’s rejection of Quine’s arguments is based on ‘meaning realism’. If it means that a word expresses a definite individual concept in an individual brain, then it may not be a problem, but if it means that there is a definite public meaning with the same structure as an individual concept, then it clearly suffers from Quinean objections. 
Boghossian’s suggestion for reviving epistemic analyticity relies on implicit definition. Translated into the framework here, the question is, is it an epistemologically sound methodology to create new individual concepts by stipulating some thoughts involving them as analytic? Consider the example where one tries to define ‘boche’ by stipulating that both ‘Germans are boche’ and ‘Boches are cruel’ are analytic (Boghossian 2003). One can certainly create a new individual concept BOCHE with CRUEL as a necessary feature and make the individual thought <BOCHEs are CRUEL> analytic, but stipulating <GERMANs are BOCHE> as analytic means modifying one’s current individual concept GERMAN by adding BOCHE as a new necessary feature. This will be a big change in the structure of a concept and may greatly change its content or even make its content empty. The result is better viewed as a new concept, that is, a concept GERMAN1, which is equivalent to GERMAN-AND-BOCHE in content. Then, adopting that implicit definition only implies <GERMAN1s are CRUEL>, or equivalently ‘Germans who are boche are cruel’, which is indeed analytic. Therefore, the real problem is merely confusing <GERMAN1s are CRUEL> with <GERMANs are CRUEL>, or secretly changing one’s individual meaning of the word ‘German’. This seems to be a clearer diagnosis of the situation. 

Epistemology and the theory of concepts are primarily concerned with how the cognitive architecture of an individual brain enables it to gain knowledge, to develop and apply concepts. The notion of analyticity that primarily interests us for that purpose is analyticity at the individual level. The sociology of knowledge propagation or the evolution of individual concepts among people in a community due to communications is a quite different research topic. There are genuine technical difficulties for studying that, but using these difficulties to object to postulating structures for individual concepts or the analytic-synthetic distinctions at the individual level completely misses the point. On the contrary, a truly naturalistic approach to modeling social level phenomena regarding concepts must rely on postulating structures at the individual level, and then use techniques such as statistics, game theory and so on to model the social level phenomena.

Finally, recall that according to conceptual atomism, for each language of thought symbol there is a mechanism associated with it for hooking the symbol to its content. Such mechanisms must be structured and it can happen that the structures of the mechanisms for BACHELOR and MALE imply that the content of BACHELOR is necessarily included in the content of MALE. For instance, the mechanism for BACHELOR may resort to the mechanism for MALE in a way similar to a program calling another program as a subroutine. That is, conceptual atomism has to countenance analyticity due to the definitive structures of content hooking mechanisms as well. Therefore, once again, retreating to atomism cannot really dodge the genuine complexity.
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